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Abstract
This paper proposes that the binomial distribution can serve as a useful framework for analyzing the characteristics of analysts’ buy/hold/sell recommendations.  The analysis uses the framework to examine the self-selection hypothesis as an explanation for the number of buy recommendations persistently exceeding sell recommendations for stocks.  The results of the paper support this hypothesis.  Having established the binomial distribution as a useful framework for analysis, the paper proposes how researchers may use it to gauge changes in how analysts report their opinions in the years ahead such as the move from a five-tier to a three-tier rating system.

1. Introduction.

In an effort to reduce investors’ confusion, many brokerage firms are revising their five-tier rating system consisting of strong buy, buy, hold, sell, and strong sell to a three-tier system consisting of only buy, hold, and sell; see Smith (2002).  Is this an adequate solution to what researchers and practitioners perceive as a bias in analysts’ opinions?  To answer this question, we must have a framework for measuring the properties of analysts' buy/hold/sell opinions.  The tendency for buy recommendations to outnumber sell recommendations is widely recognized and has attracted the attention of many researchers.  There is also a controversy concerning the meaning of changing levels of the dispersion of analysts' opinions.  With respect to buy/hold/sell opinions, the binomial distribution may provide a useful framework for analysis and providing insights into these issues.

I find that when a stock has a more favorable consensus opinion, there are more opinions, and those opinions closely follow a binomial distribution.  When the stock has a less favorable average opinion, there are fewer opinions and the opinions seem to be censored from below and, therefore, do not resemble a binomial distribution as closely.  These results are congruous with the hypothesis that analysts do not impose a bullish bias into their opinions, as suggested by many researchers and practitioners, but they engage in a self-selection bias in that they tend only to report favorable opinions.  According to the hypothesis, when an analyst forms an unfavorable opinion,  the analyst will tend not to report it rather than report it with a bias.
This self-selection bias would explain the widely recognized phenomena of the number of buy recommendations exceeding the number of sell recommendations.  Stickel (1995) analyzes 21,387 opinions from 1988 to 1991.  Of those opinions 24% are “strong buys,” 31% are “buys,” 33% are “holds,” 8% are “sells,” and 4% are “strong sells.”  Research articles in the academic literature and articles in the popular media have said that “buys” generally outnumber “sells” about six to one; see Womack (1996) and Browning (1995) respectively.

Articles in the media have reported how analysts’ careers have suffered after issuing sell recommendations, see Gibson (1995) and Smith and Raghavan (2002).   Researchers have offered formal models and empirical results to describe the incentives for not reporting sell recommendations.  Often, the inclination to not report a sell recommendation is equated with a propensity for reporting biased opinions.  Some researchers have proposed that analysts bias their forecasts to curry favor with firms for their investment-banking business, see Dugar and Nathan (1995) and Lin and Mc Nichols (1997).  Another theory says that analysts bias their forecasts to be on good terms with the management of the firms they analyze so they can continue to get access to information, see Francis and Philbrick (1993), Clayman and Schwartz (1994) and Lim (2001)  .  

The belief that analysts’ opinions are biased is common among practitioners.  Some investment advisors tell clients that a “buy” recommendation may really mean a “hold” and a “hold” may really mean a “sell,” see Frick and Burt (2002).  With respect to the reported mean or consensus buy/hold/sell opinion, Standard & Poor’s currently places the following advisory into its report on a company.

The consensus opinion reflects the average buy/hold/sell recommendation of Wall Street analysts. It is well-known, however, that analysts tend to be overly bullish. To make the consensus opinion more meaningful, it has been adjusted to reduce this positive bias. First, a stock’s average recommendation is computed. Then it is compared to the recommendations on all other stocks. Only companies that score high relative to all other companies merit a consensus opinion of ‘‘Buy’’ in the graph at left.  (Standard & Poor's Stock Report, McGraw Hill, 2002).
Such caveats imply that analysts deliberately report biased opinions.  As pointed out in McNichols and O’Brian (1997), henceforth MO, a bias can exist even when analysts report their true opinions.  In their paper, MO “distinguish between the effects of analysts’ reporting other than their true beliefs and the effects of analysts’ reporting their true beliefs selectively.” (p. 171).  The former is a forecast bias, and the latter is a selection bias.

The empirical results in this paper document another phenomenon congruous with the self-selection hypothesis, and that phenomenon is stocks with better consensus opinions have a larger following of analysts.  If analysts receive higher rewards for delivering more favorable opinions, it is logical that analysts would have a propensity to cover stocks for which they think they can give more favorable opinions.  Previous authors have investigated the implications of the number of analysts following a stock or “analyst coverage;” examples include Barry and Jennings (1992), Hong, Harrison, Terence Lim, and Jeremy Stein, 2000, and Trueman (1996).  In this paper, I propose that analyst coverage may be a function of an expectation of final opinion based upon preliminary data.

If an analyst examines preliminary data for two stocks, say stock A and stock B, and that data shows that stock A will probably have a better true rating after the gathering of more data, the analyst will have a greater inclination to spend time and effort analyzing stock A.  We should consider the effect of an increase in supply on the compensation of analysts, however, and realize that the equilibrium price for an analyst’s opinion on a particular stock will fall as more analysts provide opinions on that stock.  The equilibrium number of analysts for a given stock would be determined by the rewards for delivering an opinion of a certain level and the quantity supplied of opinions.


We could easily construct a hypothetical model where the compensation an analyst earns is a positive function of how favorable the opinion is and a negative function of the number of analysts delivering an opinion on that same stock.  Analysts flock to a stock that they perceive, prior to costly analysis, will have a more favorable rating after they gather more data, but the reward for each level of opinion falls as more analysts enter the market for opinions on that stock.  Conversely, the value of opinions for stocks perceived, a priori, as poor would increase as analysts leave those stocks to analyze the "good" stocks.  In equilibrium, we would observe relatively larger numbers of analysts following highly rated stocks and fewer analysts following less favorably rated stocks.  This model basically says that analysts engage in a self-selection hypothesis before choosing which stocks to analyze.  The empirical evidence documents a strong relationship between the average rating for a stock and the coverage for the stock.  The relationship is fairly robust over time.  It will be interesting to see, in the years ahead, if this relationship persists after brokerage firms change their ratings from a five-tier system to a three-tier system.


The empirical results also support the self-selection hypothesis proposed by MO.  Given a particular stock, I find analysts’ opinions appear to follow a binomial distribution which has had some of the less favorable opinions removed.  If the ranking “sell” is censored from a group of opinions, this will bias the consensus more when the true set of all opinions is less favorable.  If a self-selection bias exists, we cannot know the true consensus of all opinions to measure the bias.  We can examine other properties of the reported opinions to see if they are congruous with a binomial model that is censored from below.

I find that stocks with more favorable ratings tend to conform to a binomial distribution.  The stocks with less favorable ratings tend to have distributions similar to a binomial distribution where some or all of the less favorable ratings have been removed.  This censoring means that the variance of stocks with less favorable ratings tend to be smaller than the expected variance conditional on the consensus rating.  Stocks with more favorable ratings tend to have a variance that is commensurate with that consensus opinion.

This last empirical observation concerning the dispersion of analysts’ opinions is another example of the model's importance.  There is an ongoing controversy concerning the meaning of opinion-dispersion among analysts.  With respect to forecasts, some researchers have concluded that higher dispersion means more risk and a higher ex-post return, see Marston and Harris (2001).  On the other hand, Diether, Malloy, and Scherbina (2002) conclude that stocks with higher analysts’ forecast-dispersion earn lower future returns than otherwise similar stocks.  The techniques in this paper may provide a means for reconciling the controversy.  More generally, being able to apply an easily understood statistical distribution to analysts' forecasts could help researchers and practitioners understand other phenomena such as the data gathering practices of analysts, the varying levels of forecast accuracy, and risk premiums.  It may also provide a framework for analyzing the effects of the current trend in the brokerage industry to change the method for rating stocks from a five-tier to a three-tier system. 

2.  Modeling the Opinions

Many researchers have investigated the relationship of the number, mean and variance of analysts' opinions for a given stock.   As Elton, Gruber, and Grossman (1986) note, the discrete buy/hold/sell recommendations have properties that are conducive for investigating certain hypotheses.  Given that the opinions are discrete and have a well-defined range, a binomial distribution proves to be useful framework for analyzing their properties.


Previous authors have applied sampling theory to the formation of analysts’ opinions, see Trueman (1988) and Barry and Jennings (1992); and assumed specific distributions for the information gathered and/or the opinions formed, see Barry and Brown (1985) and Waggoner and Zha (1999).   My model begins with the assumption that each of "Nk" analysts accumulates information on stock "k" to determine the outcomes for a series of four random variables Xk,n,1..Xk,n,4.  Each Xk,n,i is either a 0 or a 1 depending whether the information for that Xk,n,i signals a buy or a sell to agent n.  We can arbitrarily designate Xk,n,i=1 for buy or sell.  Given the method that Zack's reports opinions, I let Xk,n,i=1 for a sell, and the opinion or rating an analyst delivers is Rk,n=1+ΣiXk,n,i.  Hence, if all Xk,n,i are zero, i.e., there are no sell signals, the rating from agent n for stock k is Rk,n =1 which is a “strong buy.”

To apply the binomial distribution to a sample of ratings, I employ the following transformation for stock k,

Yk,n 
= Rk,n - 1, 

n=1...Nk
(1)

μk 
= ΣnYk,n/Nk



(2)

Sk2  
= Σn(Yk,n-μk)2/(Nk-1) 


(3)

pk 
= μk/4




(4)

Vk
= 4(1-pk)pk .



(5)

Nk is the number of analysts following stock k.  The value pk is the estimated probability of Xk,n,i=1 for each n and i given k.  The value Vk is the expected variance of Yk,n for stock k given pk and assuming a binomial distribution. 


It is true that a true binomial distribution incorporates several assumptions.  Two assumptions are that the probability of any Bernoulli trial equaling one is constant for each trial and that each trial is independent of the other trials.  We can clearly question the appropriateness of such assumptions here.  Nevertheless, the point of this study is to demonstrate how we can use the binomial distribution as a framework for analyzing the properties of the opinions.  Future research can examine how we must specifically modify the assumptions to improve the applicability of the model.

I apply the model in its current form to assess the relative dispersion of opinions for stock k in a given period.  Under what conditions does Sk2 tend to equal Vk?  When is Sk2 greater or less than Vk?   The value Vk serves as a reference for determining if Sk2 is relatively large or small.  


Not only does the binomial model provide a hypothetical variance for comparison to the actual variance, a chi-square statistic helps determine what conditions are associated with opinions that do not conform to the binomial model.  For a given stock k, that statistic is defined as:

χk2= Σj[ ηk,j-E(ηk,j| Nk,pk) ]2/E(ηk,j| Nk,pk),


(6)

where j = 0 to 4 and ηk,j is the number of observations where Yk,j=j, and Σjηk,j=Nk.  When a given group of Nk analysts do not seem to follow a binomial distribution, we can determine the reason it does not conform, e.g., too few observations in certain cells.  In the future, after the proposed changes in the way analysts report their opinions, this technique can provide a method of analyzing how the distribution of analysts’ opinions have changed.  

The analysis in the next section documents that stocks with better average opinions tend to have smaller chi-square statistics indicating a closer goodness of fit and that they more closely resemble the results from a binomial distribution.  Stocks with poorer average opinions have larger statistics.  All the statistics have the same degrees of freedom, and are therefore comparable.

I should note that, in most cases, the chi-square statistics serve only as descriptive measures.  To formally test whether a sample is from a binomial distribution, the sample must be of a certain size and have a minimum number of observations in each cell.  For this reason, I do not perform a hypothesis test on each sample.  Instead, I limit the analysis to examining the relationship between the means of the ratings and the chi-square statistics.  The next section presents the empirical results for these and other tests. 

This section has argued that the binomial distribution is an easily interpreted distribution that we can use to compare different samples of analysts’ opinions.  The buy/sell/hold opinions are discrete and have a finite range.  Given an average opinion, we can derive a conditional variance and compare that to the actual variance.  We can also examine when and how given samples deviate from the binomial model.

3.  Empirical Results

Section has defined summary measures for analysts’ opinions of a stock that we can analyze within the framework of a binomial distribution.  Those summary measures pertain to the number of analysts, the mean opinion, and the dispersion of the opinions.  The results in this section show that there is a strong relationship between Nk and μk.  The results also show how the relationship between Vk and Sk2 depends upon μk.  These results support a hypothesis that analysts report on stocks selectively, point to possible methods for correcting the bias of the consensus that results from self-selection, and provide a methodology for analyzing the effects of the changes in the reporting of analysts’ opinions that brokerage firms are now enacting.

I analyze the ratings reported by Zack’s on their website my.zacks.com.  Zack’s reports opinions using the following five-point scale: 1=strong buy, 2=buy, 3=hold, 4=sell, and 5=strong sell.  In cases where reporting analysts do not specifically use this scale, Zack’s converts their opinions to this scale with an appropriate algorithm, see Stickel (1995).  I examine the ratings of stocks in the Standard and Poor’s 500 for the months October 1999, April 2000, October 2000, April 2001, October 2001, and April 2002.  The stocks in the Standard and Poor’s 500 (SP) are a logical sample for this investigation.  The sample size is ample for analysis, and the stocks have high visibility and represent the major industries in the United States economy.  The stocks included in the sample change over time based upon their characteristics, and this should provide for robust sample characteristics from period to period.  I have chosen six-month intervals as a compromise between having too few samples and having too many periods where the economy and market conditions are not very different from sample to sample.  October 1999 represents a time when stock prices were still increasing.  April 2000 represents the peak in the stock market.  Subsequent periods represent various states of decline or horizontal movement in the stock market.  Examining periods prior to 1999 may be a digression from one of the main purpose of this study.  That purpose is to eventually examine how the properties of opinions change with the adoption of a three-tier rating system.  Hence, I want to establish the properties of opinions in the most recent years for comparison in the years ahead.  

The raw means of each SP sample illustrate how the analysts’ opinions have changed with market conditions.   The means in chronological order are 2.1141, 1.9890, 1.9746, 2.1033, and 2.1990.  We should recall that smaller numbers represent more favorable ratings as we note that the initial fall from 2.1141 to 1.9890 corresponds to the peaking of the market from the fall of 1999 to the spring of 2000.  The average stayed about the same after the next six months, but the two final increases in the averages correspond to the decline in market conditions from 2000 to 2002.


In chronological order, the average number of analysts per stock are 15.9800, 16.4214, 14.6552, 15.6104, 16.4869, and 16.6137.   Interestingly enough, this indicates that the number of analysts did not decline when opinions became less favorable on average, and this may seem contrary to the self-selection hypothesis.  The more important issue is how the mean ratings of the stocks vary with the numbers of analysts in a particular time period.  

Regression analysis verifies that there is a strong, negative, and robust relationship between analyst coverage and the mean ratings for stocks.  Table 1 provides the results for six ordinary least squares  regressions of Yk on Nk, k=1 to K, for each of the six time periods.  The sample size K for each period ranges from 496 to 498 because, for each period, Zack’s did not report opinions for a few SP stocks.  The results on Table 1 show how the slope coefficients are more stable over time than the intercepts.  As a descriptive measure we can divide the mean slope coefficient by the standard deviation of the slope coefficients to get an inverse coefficient of variation equal to –5.4073.  The corresponding measure for the intercept terms is 26.5615.

	Table 1:  OLS unrestricted coefficients, all SP stocks each period.

	
	Coefficient
	Std. Error
	t-Statistic
	Prob.
	R2

	Intercept Fall 99
	2.31255
	0.04224
	54.75
	0
	0.0504

	Slope Fall 99
	-0.01236
	0.002411
	-5.12
	0
	

	
	
	
	
	
	

	Intercept Spring 00
	2.2243
	0.04324
	51.44
	0
	0.0661

	Slope Spring 00
	-0.01427
	0.002413
	-5.92
	0
	

	
	
	
	
	
	

	Intercept Fall 00
	2.21523
	0.04422
	50.1
	0
	0.0673

	Slope Fall 00
	-0.01643
	0.002748
	-5.98
	0
	

	
	
	
	
	
	

	Intercept Spring 01
	2.26756
	0.04333
	52.33
	0
	0.0332

	Slope Spring 01
	-0.01052
	0.002551
	-4.12
	0
	

	
	
	
	
	
	

	Intercept Fall 01
	2.37778
	0.04451
	53.43
	0
	0.0374

	Slope Fall 01
	-0.01085
	0.002473
	-4.39
	0
	

	
	
	
	
	
	

	Intercept Spring 02
	2.43278
	0.04447
	54.7
	0
	0.0393

	Slope Spring 02
	-0.01112
	0.002473
	-4.5
	0
	


To formally test the robustness of the slope coefficient from period to period, I perform a simple linear regression using samples composed of the 370 stocks that were in the SP for all six periods.  Those results are in table 2.  I then test restrictions of the coefficients in stacked regressions using the seemingly unrelated regression technique, (SUR), see Zelner (1962).  Table 3 has the results  when both coefficients are restricted across samples.  The F-statistic for the restriction is 16.1479 with a p-value of 0.0000.  Table 3 also has the results when only the intercept is restricted and the slope coefficients are unrestricted.  The F-statistic for the restriction is 6.7944 with a p-value of 0.0000.   Finally, table 3 has the results for when the slope coefficient is restricted and the intercepts are unrestricted.  The F-statistic for the restriction is 2.2803 with a probability value of 0.0444.  Given that this is a test of five restrictions on cross-sectional data that spans three years, this probability value indicates that the slope coefficients are fairly robust.    

	Table 2:  OLS unrestricted coefficients, 370 stocks in each regression.

	
	Coefficient
	Std. Error
	t-Statistic
	Prob.
	R2

	Intercept Fall 99
	 2.2694
	 0.0488
	 46.4750
	0.0000
	0.0464

	Slope Fall 99
	-0.0114
	 0.0027
	-4.2235
	0.0000
	

	
	
	
	
	
	

	Intercept Spring 00
	 2.2150
	 0.0510
	 43.469
	0.0000
	0.0628

	Slope Spring 00
	-0.0139
	 0.0028
	-4.9573
	0.0000
	

	
	
	
	
	
	

	Intercept Fall 00
	 2.1667
	 0.0552
	 39.2500
	0.0000
	0.0351

	Slope Fall 00
	-0.0110
	 0.0030
	-3.6545
	0.0000
	

	
	
	
	
	
	

	Intercept Spring 01
	 2.3019
	 0.0501
	 45.9041
	0.0000
	0.0356

	Slope Spring 01
	-0.0109
	 0.0030
	-3.6810
	0.0000
	

	
	
	
	
	
	

	Intercept Fall 01
	 2.4150
	 0.0508
	 47.524
	0.0000
	0.0452

	Slope Fall 01
	-0.0119
	 0.0029
	-4.1693
	0.0000
	

	
	 
	
	
	
	

	Intercept Spring 02
	2.4835
	 0.0508
	 48.8429
	0.0000
	0.0535

	Slope Spring 02
	-0.0132
	 0.0029
	-4.55561
	0.0000
	


	Table 3: SUR estimations 370 observations per period.

	SUR, restricted slope and intercept

F-stat. = 16.1479 for test of restriction compared to OLS equations.

	
	Coefficient
	Std. Error
	t-Statistic
	Prob.

	Intercept
	2.2926
	0.0327
	70.078
	0

	Slope
	-0.00992
	0.00177
	-5.6056
	0

	SUR, restricted intercept.

F-stat. = 6.7944 for test of restriction compared to OLS equations.

	
	Coefficient
	Std. Error
	t-Statistic
	Prob.

	Intercept
	 2.2703
	 0.0328
	 69.218
	 0.0000

	Fall 99 Slope
	-0.0111
	 0.0019
	-5.9734
	 0.0000

	Spring 00 Slope
	-0.0158
	 0.0018
	-8.6073
	 0.0000

	Fall 00 Slope
	-0.0156
	 0.0019
	-8.2975
	 0.0000

	Spring 01 Slope
	-0.0085
	 0.0020
	-4.3466
	 0.0000

	Fall 01 Slope
	-0.0038
	 0.0019
	-1.9804
	 0.0478

	Spring 02 Slope
	-0.0011
	 0.0019
	-0.5588
	 0.5763

	SUR, restricted slope coefficient.

F-stat. = 2.2803 for test of restriction compared to OLS equations.

	
	Coefficient
	Std. Error
	t-Statistic
	Prob.

	Fall 99 Intercept
	 2.2169
	 0.0350
	 63.4301
	 0.0000

	Spring 00 Intercept
	 2.1217
	 0.0357
	 59.4913
	 0.0000

	Fall 00 Intercept
	 2.1203
	 0.0366
	 57.9512
	 0.0000

	Spring 01 Intercept
	 2.2607
	 0.0337
	 67.0982
	 0.0000

	Fall 01 Intercept
	 2.3556
	 0.0353
	 66.8171
	 0.0000

	Spring 02 Intercept
	 2.4035
	 0.0347
	 69.2827
	 0.0000

	Slope
	-0.0083
	 0.0018
	-4.69454
	 0.0000


As we would expect, the values of the intercepts over time have a similar pattern to the sample means.  In each of the estimated systems, the intercept in the spring of 2000 is lower than that in the fall of 1999.  In some results, the intercept for the fall of 2000 is slightly lower than that for spring 2000.  After that, the intercepts increase each period.  A rising intercept means a lowering of opinions, on average, after controlling for the effect of analysts’ coverage.

Having established a strong relationship between the number of analysts and the mean rating, the next task is to examine the relationship between the mean rating and the variance.  The first step in this task is to recognize that the possible variances for samples with means nearer to one or five have a lower upper bound than when the mean opinion is nearer to three.  If three samples with means of two, three, and four respectively have a coverage of two analysts each, the maximum sample variances for the samples are two, eight and two respectively.  This is why we need some conditional variance like Vk to make a comparison.

	Table 4: Correlations of μk with measures of dispersion.

	
	Corr(μk, Sk2)
	Corr(Sk2, Vk)
	Corr(μk, Sk2/ Vk)

	Fall 99
	0.0912
	0.9542
	-0.4000

	Spring 00
	0.1234
	0.9629
	-0.4960

	Fall 00
	0.1934
	0.9609
	-0.3888

	Spring 01
	0.1015
	0.9583
	-0.3886

	Fall 01
	0.0831
	0.9418
	-0.4262

	Spring 02
	0.0862
	0.9372
	-0.3481


Table 4 reports the correlation coefficients for the mean, denoted μk, with Sk2, Vk, and (Sk2/Vk).  The relationships are non-linear, so the correlations are descriptive measures only.  First, we note that the relationship between μk and Sk2 for each sample is positive, which is what we would expect given that more than 95% of the sample means in each period are less than three.  The relationship between μk and Vk is positive, and this must occur given that the means are generally higher than three and Vk is a non-stochastic, positive function of μk when μk > 3.  The negative relationship between μk and Sk2/Vk illustrates how the dispersions for stocks with less favorable ratings are generally lower than the corresponding conditional variance.

Another interesting observation is how the proportion of all values where Sk2/Vk >1 is only about 25% for each period.  For a true binomial distribution we would expect that 50% of the observations would have Sk2/Vk >1, and for the other 50% we would observe Sk2/Vk <1.  Furthermore, the incidence of Sk2/Vk>1 is not independent of μk.  For the stocks with a rating below the median (more favorable) in a particular period, the incidence of Sk2/Vk>1 is much higher than 25%.  Table 5 reports the proportions where Sk2/Vk >1 for each entire sample, for a subsample in each period where μk-values are less than the median, and for each subsample where the μk -values are greater than the median.  A t-statistic tests the equality of the proportions for the two subsamples in each period.  Relative to Vk, on average, the sample variances for stocks with less favorable ratings are relatively smaller.  

	Table 5: Proportions where Sk2/ Vk >1 each period, total sample and favorably vs. less favorably rated stocks.

	
	Total

Sample
	Favorably 

ranked stocks
	Unfavorably

ranked stocks
	Test of equality

	Proportion
	
	μk <Median
	μk >Median
	T-stat

	Fall 99
	0.2170
	0.3105
	0.1245
	7.1069

	Spring 00
	0.2399
	0.3508
	0.1290
	8.1785

	Fall 00
	0.3058
	0.3952
	0.2169
	6.0989

	Spring 01
	0.1888
	0.2500
	0.1285
	4.8939

	Fall 01
	0.2093
	0.3347
	0.0844
	9.6972

	Spring 02
	0.2560
	0.3427
	0.1694
	6.2562


This finding is congruous with a self-selection hypothesis which says that analysts tend not to report sell ratings.  In an uncensored distribution, a stock with less favorable qualities would have more sell ratings than a stock with more favorable qualities.  If analysts do not deliver sell ratings, this will have a greater affect on the distribution of opinions for the stocks with less favorable qualities.  Specifically, it would lower the observed dispersion of the opinions.  For stocks with very favorable qualities, the effect of censoring may be negligible.

The next analysis uses a chi-square statistic to directly measure how well each set of opinions follows a binomial distribution.  Expression (6) defines χk2.  With a sufficiently large sample, we could test whether a given distribution follows a binomial distribution by comparing χk2 to values on a chi-square table where the degrees of freedom equal four.  Unfortunately, the sample sizes are not sufficient for formal testing of every group of opinions.  Yet, we can use the χk2 values as a descriptive measure.  When a stock has a relatively favorable rating, we observe that the χk2 value tends to be smaller than in a case where the rating is less favorable.  

Table 6 lists the correlation coefficients for μk and χk2 and the corresponding t-statistics.  The relationships between the μk and χk2 values in each period are fairly linear with the exception of a few outliers.  It is interesting to note that the outliers are associated with relatively favorable opinions.  They are cases where a group of opinions produce a favorable mean that is relatively close to one; however, there is one “strong sell” opinion in the group.  For example, in the fall of 1999 there is one case where χk2= 94.40.  The distribution of opinions for that stock in that period is 22, 12, 0, 1, and 1 for strong buy, buy, hold, sell, and strong-sell respectively.  The computation for χk2 is

χk2
= [(22-20.55)2/20.55]
+[(12-12.43)2/12.43]
+[(0-2.83)2/2.83]

+[(1-0.287)2/0.287]
+[(1-0.011)2/0.011]

χk2
= 0.119 + 0.015 + 02.83 + 1.770 + 89.66


χk2
= 94.40 .

The single sell-opinion dramatically increases the statistic.  It is possible that the outlier is a stale opinion, or it could be a data error.  It is important to note that even though such anomalies tend to make the correlations for μk and χk2 smaller, the correlations are still significant.

	Table 6: Correlation of μk and χk2 each period.

	Period
	Correlation
	t-statistic

	Fall99
	0.3685
	8.82

	Spring00
	0.6215
	17.63

	Fall00
	0.4793
	12.11

	Spring01
	0.2368
	5.42

	Fall01
	0.3921
	9.48

	Spring02
	0.4789
	12.13


The results so far show that stocks with less favorable ratings have smaller variances relative to that expected given the mean rating, and they have distributions that are less likely to conform to a binomial distribution.  The final analysis demonstrates how the amount of bias in the reported consensus might be a function of the true consensus.  Table 7 illustrates how the censoring of all ratings of four and five (sell and strong sell) will affect the distribution of opinions and the mean of those opinions.  In rows A.1-E.1 we see the proportion of each rating expected for each level for a particular stock given the indicated “true” consensus.  Assuming a binomial distribution of opinions, these rows represent the true distribution if all analysts contributed their true opinions.

Rows A.2-E.2 represents the relative-frequency distribution that we observe if ratings equal to four and five are censored.  The “observed consensus” in each row indicates the biased consensus that we would observe.  Clearly, when compared to rows A.1-E.1, the consensus values in rows D.2 and E.2 are much more biased than those in A.2 and B.2.  Rows A.3-E.3 show the theoretical binomial relative-frequencies constructed using the biased consensus values in rows A.2-E.2.  Rows A.4-E.4 indicate the proportion of over or under representation that we would expect when we compare the observed relative frequencies in rows A.2-E.2 to the theoretical relative-frequencies in rows A.3-E.3.  For example, if the expected frequency based on values in A.3-E.3 is 100, and the value in a cell in rows A.4-E.4 is ‑8.93%, the modified expected-frequency is 100*(1-0.0893) or about 91.  Similarly, for the cell in rows A.4-E.4 that has the value 94.80%, we would expect to see almost twice as many observations in that cell than that predicted by the corresponding relative frequency value found in the correspond cell in rows A.3-E.3.  

	Table 7: Demonstration of biases when ratings 4 and 5 are censored from the true distribution.

	Group
	True
	
	True distribution of opinions

	
	Consensus
	
	1
	2
	3
	4
	5

	A.1
	1.5
	
	0.5862
	0.3350
	0.0718
	0.0068
	0.0002

	B.1
	2.0
	
	0.3164
	0.4219
	0.2109
	0.0469
	0.0039

	C.1
	2.5
	
	0.1526
	0.3662
	0.3296
	0.1318
	0.0198

	D.1
	3.0
	
	0.0625
	0.2500
	0.3750
	0.2500
	0.0625

	E.1
	3.5
	
	0.0198
	0.1318
	0.3296
	0.3662
	0.1526

	
	
	
	
	
	
	
	

	
	
	Observed
	Observed Distribution

	
	
	Consensus
	1
	2
	3
	4
	5

	A.2
	
	1.4819
	0.5904
	0.3373
	0.0723
	0.0000
	0.0000

	B.2
	
	1.8889
	0.3333
	0.4444
	0.2222
	0.0000
	0.0000

	C.2
	
	2.2086
	0.1799
	0.4317
	0.3885
	0.0000
	0.0000

	D.2
	
	2.4545
	0.0909
	0.3636
	0.5455
	0.0000
	0.0000

	E.2
	
	2.6438
	0.0411
	0.2740
	0.6849
	0.0000
	0.0000

	
	
	
	
	
	
	
	

	
	
	Observed
	Theoretical distribution given the observed consensus.

	
	
	Consensus
	1
	2
	3
	4
	5

	A.3
	
	1.4819
	0.5984
	0.3279
	0.0674
	0.0062
	0.0002

	B.3
	
	1.8889
	0.3660
	0.4182
	0.1792
	0.0341
	0.0024

	C.3
	
	2.2086
	0.2372
	0.4107
	0.2668
	0.0770
	0.0083

	D.3
	
	2.4545
	0.1640
	0.3748
	0.3213
	0.1224
	0.0175

	E.3
	
	2.6438
	0.1204
	0.3360
	0.3516
	0.1635
	0.0285

	
	
	
	
	
	
	
	

	
	
	
	Difference between observed distribution and the theoretical distribution as a percent of the expected value based upon the theoretical distribution.

	A.4
	
	
	-1.34%
	2.87%
	7.27%
	-100%
	-100%

	B.4
	
	
	-8.93%
	6.26%
	24.00%
	-100%
	-100%

	C.4
	
	
	-24.16%
	5.11%
	45.61%
	-100%
	-100%

	D.4
	
	
	-44.57%
	-2.99%
	69.78%
	-100%
	-100%

	E.4
	
	
	-65.86%
	-18.45%
	94.80%
	-100%
	-100%


Table 8 shows the actual proportions of over and under-representation for each rating for subsamples each period based upon the consensus rating.  In the first set of rows, the cells contain the over/under-representation of ratings for stocks with a more favorable consensus, i.e., stocks with a mean rating less than the median of the means.  For each stock, I counted the number of analysts giving ratings above and below the expected value.  I then computed a proportion of over/under-representation for that rating for all stocks in the subgroup for that period.  For comparison purposes, the reference row A.4 from table 7 lies above the cells constructed with ratings from stocks with a more favorable consensus.  Likewise, the second set of rows has the over/under-representation of ratings for stocks with less favorable means.  The reference row in this case is E.4.  In each case the patterns in the simulated rows from table 7 are very similar to the patterns found in the actual data.

	Table 8: Percentage over (+) or under (-) the expected value for the indicated ratings compared with selected rows from table 7.

	More favorably rated stocks with mu<median.

	
	1
	2
	3
	4
	5

	Table 7: B.4
	-8.93%
	+6.26%
	+24.00%
	-100%
	-100%

	Fall  99
	-25.81%
	+7.26%
	+35.48%
	-96.77%
	-95.16%

	Spring  00
	-28.16%
	+11.02%
	+22.45%
	-98.37%
	-98.37%

	Fall  00
	-18.22%
	+12.55%
	+10.12%
	-97.57%
	-97.57%

	Spring  01
	-44.26%
	+27.05%
	+18.85%
	-96.73%
	-93.47%

	Fall  01
	-14.17%
	-10.12%
	+52.23%
	-98.39%
	-91.94%

	Spring  02
	-7.76%
	-23.27%
	+73.06%
	-99.19%
	-89.43%

	Less favorably rated stocks with mu>median.

	
	1
	2
	3
	4
	5

	Table 7: E.4
	-65.86%
	-18.45%
	+94.80%
	-100%
	-100%

	Fall  99
	-31.71%
	-40.65%
	+92.68%
	-99.19%
	-73.98%

	Spring  00
	-29.55%
	-44.94%
	+87.04%
	-97.57%
	-89.47%

	Fall  00
	-29.55%
	-44.94%
	+85.43%
	-95.95%
	-89.47%

	Spring  01
	-44.72%
	-30.08%
	+89.43%
	-99.19%
	-76.42%

	Fall  01
	-33.06%
	-65.32%
	+97.58%
	-99.19%
	-66.13%

	Spring  02
	-35.22%
	-52.23%
	+95.14%
	-100.00%
	-49.80%


The tests in this section have demonstrated that stocks with higher average ratings have a larger analyst following.  The relationship between coverage and consensus is fairly stable over the sample periods.  When comparing the consensus to the associated dispersion of opinions for a stock, using the value Vk as a reference, stocks with less favorable ratings have less relative dispersion.  Less favorable rated stocks have larger chi-square values which indicate a poorer fit with the binomial distribution.  A simulation of the effect of censoring sell and strong-sell opinions reveals results similar to that observed in the data.

4. Conclusions.

This paper analyzes analysts’ buy/hold/sell opinions within the framework of a binomial distribution.  It accomplishes several related goals.  First, it provides explanations for how the number of buy recommendations can exceed sell recommendations when the individual opinions are not biased.  Second, it introduces a framework for analyzing the discrete opinions which could provide answers to a number of questions concerning those opinions.  In this paper, I use the binomial framework to illustrate the effect of the self-selection bias.  Having established the binomial framework now, prior to the changes in analysts’ reporting procedures in the near future such as the conversion to a three-tier rating system, we can then use the framework after the reporting changes to examine how the distributions of opinions will have changed.

The binomial framework may prove to be more useful for a three-tier system than the current five-tier system.  As noted, we only used the chi-square statistic as a descriptive measure.  We cannot apply a chi-square statistic to formally test the goodness of fit for most sets of opinions.  This is because of the low level of frequencies in some of the cells for each stock.  After the conversion to a three-tier system, if the number of analysts for each stock remains the same, the resulting distributions may lend themselves to formal goodness of fit tests.  

With respect to the self-selection hypothesis, we will want to test whether the relationship between coverage and consensus remains negative and significant.  At that time, we may wish to rescale the opinions in this study so that strong buys and buys are a one, holds are a two and sells and strong-sells are a three.  After that, we can recompute the consensuses using this rescaled data and then regress those values on the same coverage measures.  The results can be used for comparison with the corresponding regressions after the conversion to a three-tier system.  Using the rescaled opinions from the old five-tier system, furthermore, we can examine the relationships between the consensus and the dispersion measures.

The primary purpose of this study has been to provide a framework for analyzing the discrete buy/hold/sell opinions delivered by analysts.  The immediate use of the framework has been to demonstrate the validity of the self-selection hypothesis.  The next use will be to gauge the changes in the distribution of the opinions after the change from a five-tier to a three tier rating system.  However, it also suggests that the application of an easily interpreted distribution may provide answers to other questions such as the reasons for varying opinion-dispersion. 
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