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ABSTRACT

The use of virtual machines allows organizations to save space, energy, maintenance, and other costs associated with physical hardware by running multiple servers and/or operating systems on a single computer.  On the other hand, this may raise security issues and create the need to separate data between the various virtual machines being co-located on a host machine.  In order to address these issues and separate data and processing between the guest operating systems or applications without sacrificing speed and operational needs, several IT companies have been developing “separation kernels,” which are special operating system kernels designed to be small enough to be mathematically verifiable as secure. In this study, we examined the efficacy of separation kernels in terms of security, speed and operational needs by conducting a benchmark testing on a regular machine running Linux, and comparing its performance with a similar version of Linux modified to run on top of a separation kernel.

INTRODUCTION 

Organizations are increasingly moving to virtual machines to allow multiple operating systems to run on a single computer, in order to save space, energy, maintenance, and other costs of physical hardware.  This push towards consolidation of multiple servers and/or operating systems into a single computer through virtualization, while convenient from a bottom-line perspective, raises the issue of security and separation of data between the various virtual machines being co-hosted.  In a cloud-computing or outsourced environment, multiple companies might have data co-located on a host machine, separated only by the virtual environments in which each company’s server resides.  Similarly, in financial, government, or military environments there might be data that needs to be separated for need-to-know, privacy, or classification concerns.  Finally, aviation and medical systems must keep certain functions running at all costs for safety reasons, while other functions might be allowed to fail as long as they do not affect the critical functions.  

For these reasons, several IT companies (e.g., LynuxWorks, Green Hills, Wind River, etc.) have been developing separation kernels, which are special operating system kernels designed to be small enough to be mathematically verifiable as secure, whose only purpose is to maintain separation of data and processing between the guest operating systems or applications.  Security, however, must be obtained without sacrificing speed and operational needs.  This study reports the results of benchmark testing on a regular machine running Linux, compared with a similar version of Linux modified to run on top of a separation kernel.  

The main focus of our research was  to investigate whether there was an operational cost, in terms of lost computing power, associated with the security and/or virtualization built into separation kernels, and if so, to quantify the order of magnitude of this cost.  In order to try to quantify the operational cost, the study used a standard Unix/Linux benchmarking tool, LMbench, to get standard operating system and hardware benchmarks.  We used a single test machine  to ensure that differences in test machine specifications could not influence the results of the benchmark tests, and ran the tests multiple times to ensure consistent results.

In the following sections, we start by examining the nature of separation kernels, their relevance and usefulness. We then discuss the separation kernel and benchmarking tools used in the study and the tests we performed. We conclude by presenting the results of our tests and discussing how they compare to previous research. 

SEPARATION KERNELS 

Rushby (1981) states that “[t]he task of a separation kernel is to create an environment which is indistinguishable from that provided by a physically distributed system: it must appear as if each [partition] is a separate, isolated machine and that information can only flow from one machine to another along known external communications lines.”  Unlike a normal operating system, a separation kernel is designed only to create and maintain the separation between partitions and enforce the security policies that have been built into the system by the system architect, rather than to provide a rich environment on which to run general applications. 

Separation kernels are designed to be small enough to be mathematically verifiable through Common Criteria testing (Heitmeyer et al., 2006).  For example, the LynxSecure version 3.1 kernel is only 1.4 megabytes, much smaller and more lightweight than a typical operating system, and even smaller than the comparable VMWare ESXi bare metal hypervisor, which has an on-disk size of about 60 megabytes.

There are three common cases where a company might be interested in making use of a separation kernel over more traditional operating systems or virtualization technology.  The first and most obvious is the case where there is a need for high robustness and assuredness of security and separation of different levels of security on a single piece of hardware.  
The second case, which often arises, is a situation where there are a mix of mission-critical applications and non-mission-critical applications that should be co-hosted, but there is a requirement that the mission-critical applications must not go down for any reason, and especially the non-mission-critical applications should not be allowed to interfere in any way with the function of the mission-critical applications.  Good examples of this second case are in avionics or medical equipment, where certain functions are critical to the maintenance of life and safety, while other functions may be more informational and could be accessed through other methods if they failed.  
Finally, an emerging potential use case for separation kernels lies in the movement toward de-centralized, “cloud,” computing, where a server farm might want to co-host systems that contain data that is proprietary to a number of different clients, and must maintain the separation between these different intellectual property owners at a level where the owners can be certain that their competition cannot gain access to this data, even if they are co-hosted on a single server.  

More widespread use of virtualization technologies such as separation kernels will also be driven the emergence of competitively-priced multi-core computers and servers, which have the capacity and computing power to handle many different applications at once.  While system architects would like to make use of this computing power, in many cases the interaction between different applications can cause resource allocation conflicts, such as networking port conflicts between different server applications.  In addition, the co-hosting of a number of different applications can be a problem when a failure in one application can cause the entire operating system, along with all the other applications running on it, to fail.  For these reasons, system architects are often forced to distribute applications among many different physical machines, thus wasting much processing, cooling, and electrical power that could be saved if a separation kernel could provide the needed separation between virtual machines to make full use of the power of multi-core systems.
THE BENCHMARK TESTING STUDY


The separation kernel used in our study was LynxSecure, a very small kernel (1,481.616 bytes) manufactured by LynuxWorks. LynxSecure is POSIX-compliant and is a Commercial Off-the-Shelf (COTS) technology, offering significant flexibility, scalability and cost savings when compared with proprietary custom-developed applications. The slightly higher initial cost of COTS technology is more than offset in the long term, given the lower development, start-up and support costs, the ease of upgrade and the interoperability across multiple projects.  COTS technology can be bought at volume discounts and can be reused in different projects without the need for retesting of baseline security, with only minor recertification by the National Information Assurance Partnership (NIAP).  LynxSecure is based on Multiple Independent Levels of Security/Safety (MILS) architecture, which enables simultaneous communication and processing at different levels of security.  MILS architecture allows a system architect to program the kernel during system set up to separate the different partitions and define rules for any interaction between them. This way, only partitions with the same level of security/classification can interact with each other, and those partitions that require network access are only allowed to connect to a network card with the appropriate level of security clearance.  MILS breaks down the security issue into smaller pieces, easier to evaluate and independently certifiable.   The separation kernel keeps each partition separate and controls communication between partitions (including networking), which keeps a failure in one partition from cascading to other partitions. 

In this study, we used a representative real-time application as a macrobenchmark, comparing its performance when running on a Native Linux Subject (i.e., a regular machine running Linux, without a separation kernel) with the performance of the same real-time application when running on  a LynxSecure Separation Kernel with Native Linux Subject (i.e., a “Virtualized Linux,” a similar version of Linux modified to run on top of a LynxSecure separation kernel).  In addition to the custom macrobenchmark we used to evaluate overall system performance, we used some standard benchmarking tools, LMbench 3.0-a9 and iPerf 2.0.4, to get a more detailed look at the nuances of the computing overhead introduced by a separation kernel.  

LMbench is a micro-benchmarking suite that measures a number of small, low-level actions that combine to create an impact on the overall system’s computing workload, depending on the frequency of use of these actions.  For example, if LMbench shows a large loss in speed of file open/close, this may not actually impact a system that typically opens a small number of files, works with them for a long time, and then closes them.  On the other hand, if the typical system is frequently opening and closing a large number of files and only making small modifications, an increase in file open/close latency would cause a very large impact on this system. 

The other benchmark in the study, iPerf, is a standard benchmark used to determine the networking bandwidth of a system, including the effect on bandwidth when measured using variable-sized packets.  We used it as a complement to the network micro benchmarks provided by LMbench, to determine the bandwidth limitations both between the separate partitions on the test machine and between each partition on the machine and an outside test machine.  These benchmark results can be used to determine whether the virtual environment, and the enforced separation and mediated interactions between virtual machines will have a significant impact on either general network traffic or specific protocols with specialized bandwidth requirements.

The tests were run on a single machine, first on an unmodified Linux running directly on the target machine, and then with a modified Linux running on top of a separation kernel on the same target machine.  Figure 1 shows the configuration of both test cases, with the separation kernel test case including two instances of a virtualized Linux running on top of the separation kernel (LynxSecure).  LMbench results were virtually identical for both instances, so only one set of results is presented here.  The iPerf results measure the difference in bandwidth between the subject with direct access to the networking card and the subject that had to communicate through a virtual network through the other subject, as well as the bandwidth of this virtual network.

RESULTS OF THE BENCHMARK TESTING STUDY

Figure 2 shows the effect on processor utilization when different amounts of data are processed by the real-time application, broken down into the different components of a Linux processor load.  The majority of processor utilization comes from the test program itself, with some additional load representing the Linux (system) functions, and hardware and software interrupts associated with the requests made by the real-time application through the operating system.  

As can be seen in Figure 2, there is very little overhead introduced by the virtualization of the underlying Linux operating system on the representative real-time application chosen as our macrobenchmark.  The biggest differences can be seen in the System and Software Interrupts portions of the processor utilization, which become slightly higher as the amount of data processed by the application increases on the virtualized Linux running on top of the LynxSecure separation kernel, although the results are not statistically significant due to the limited number of tests run on the two systems.

The three main types of microbenchmarks that we looked at with LMbench were mathematical operations, process creation and switching, and file and memory latencies.  The process of virtualizing the guest operating system to run on top of a separation kernel focuses mainly on resource separation and allocation between guest operating systems.  Therefore, we expected to find that the greatest impact on operating system overhead would be in the areas of process creation and switching and file and memory latencies, with only minor overhead in the area of mathematical operations.  As can be seen in Tables 1, 2 and 3 the testing results confirmed these expectations. 

Table 1 (Math results in nanoseconds) shows that math operations, being fairly basic, were mostly unaffected, as predicted, when running in the regular Linux machine versus the Virtualized Linux (the similar version of Linux modified to run on top of a LynxSecure separation kernel). The slight variation in performance between the two versions of LynxSecure that were tested can be attributed to the use of a 64-bit kernel in the later version, and to optimizations that may have been made to the Linux kernel between kernel versions 2.6.9, 2.6.13, and 2.6.18.
As the testing moved on to a higher level of operational complexity (opening and closing files and programs, creating programs), we expected to see more impact on what was being monitored (e.g. access to memory, disk). Table 2 (Process creation and context switching results in microseconds) shows that those higher numbers ocurred indeed, but still remained within acceptable performance ranges.  The main concern with these results lies in the fork, exec, and shell results, which took more than twice as long to complete in the virtualized Linux running on top of a separation kernel.  This figure also shows the progression in these benchmark results between the different versions of LynxSecure, and future versions may come even closer to matching the results achieved with the unmodified Linux.

Finally, Table 3 (file and memory latency results, in microseconds) shows that when the testing got to what was actually being protected (file and memory), we saw the majority of the overhead, as had been expected.  Once again, the observed overhead was within an acceptable range, suggesting that a separation kernel like LynxSecure can provide security without significantly compromising computing power.  

The iPerf test results showed a high level of bandwidth availability to both the network-card-enabled virtual machine (NVM) and the unprivileged virtual machine (UVM) which had to send any outgoing data to the network card through the networked virtual machine.  As can be seen in Table 4 (iPerf results, in Mbits/sec), there was very high bandwidth (1-2Gbits/sec) across the UVM-NVM virtual channel, and bandwidth across the NVM to development (Dev) system connection almost reached the capacity of the 100Mbit ethernet connection between them.  One limitation appears to be in the UVM to development system connection, which only reached about half of the Ethernet connection’s capacity, although this is probably due to the need to channel this data through the NVM before sending it out to the development system. 

CONCLUSION AND IMPLICATIONS

As was found in a previous study (Loscocco & Smalley, 2001) on SELinux, a variant of Linux that implemented mandatory access control measures, the results for both the LMbench microbenchmarks and our chosen macrobenchmark show that there is little real difference in time or processing power required to perform standard computing loads.  In both cases, security measures could be added to the system without greatly affecting the overall efficiency of the system.  In fact, many of the microbenchmark results were better in the separation kernel testing than in the SELinux testing performed in the previous study, with the exception of the fork, exec and shell.

The main implication of this study’s results for commercial use is that the separation kernel does not add a lot of overhead, and therefore can be a good alternative when security is required, without hurting overall efficiency of computing power.  In fact, the cost savings of co-hosting multiple, diverse, operating systems and applications on a single host machine with the use of a separation kernel should greatly outweigh the minor computing overhead introduced by the separation kernel itself.

Further tests should be conducted with more macro benchmarks to ensure that the results are statistically meaningful, and tests should be conducted using similar virtualization technologies and other separation kernels.  Finally, the testing conducted for this study did not include detailed security testing, which is more appropriately conducted by a Common Criteria or other similar testing facility.
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Figure 1: Experiment setup

[image: image2.emf]PVM 

NIC

PVM 

Console

UVM 

Serial

Native Linux

RedHat Fedora 8

(Linux 2.6.13)

H

a

r

d

 

D

r

i

v

e

Intel Core 2 System

(Single Core)

NFS

LMBench

[image: image3.emf]0

5

10

15

1n 2n 3n 4n 5n 6n 7n

Processor Utilization (%)

Amount of data processed

Native Linux Processor Utilization (TOP)

Software

Interrupts

Hardware

Interrupts

Nice

System

Test program


Figure 2: Effect on processor utilization
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Table 1: Math results (nanoseconds)
	Subject
	OS
	Bits 
	Int Bit
	Int Add
	Int Mult 
	Int Div
	Int Mod
	Int64 Bit
	Int64 Mult 
	Int64 Div
	Int64 Mod

	BlueCat 
	Linux 2.6.13
	32
	0.42
	0.21
	1.25
	13.9
	8.52
	2.75
	3.97
	26.8
	25.8

	LynxSecure 2.0
	Linux 2.6.9
	32
	0.42
	0.21
	1.26
	14
	8.59
	2.54
	4.03
	27
	26.3

	LynxSecure 3.0
	Linux 2.6.18
	64
	0.43
	0.21
	0.15
	14.1
	7.84
	0.43
	0.32
	23.5
	30.6


	Subject
	OS
	Bits 
	Float Add
	Float Mult 
	Float Divide
	Float Bogo
	Dble Add
	Dble Mult 
	Dble Divide
	Dble Bogo

	BlueCat 
	Linux 2.6.13
	32
	1.25
	2.09
	15.9
	15.8
	1.25
	2.09
	15.9
	15.8

	LynxSecure 2.0
	Linux 2.6.9
	32
	1.27
	2.11
	16.0
	15.9
	1.26
	2.11
	16.1
	15.9

	LynxSecure 3.0
	Linux 2.6.18
	64
	1.27
	1.73
	8.65
	7.27
	1.27
	2.15
	14.6
	13.3


Table 2: Process creation and context switching results (microseconds)

	Subject
	OS
	Bits 
	Null Call
	Null I/O
	Stat
	Open Close
	SLCT TCP
	Sig Inst
	Sig Hndl
	Fork Proc
	Exec Proc
	Shell Proc

	BlueCat 
	Linux 2.6.13
	32
	0.24
	0.36
	1.11
	1.76
	9.39
	0.57
	1.28
	188
	415
	1103

	LynxSecure 2.0
	Linux 2.6.9
	32
	0.24
	0.27
	0.71
	1.05
	4.02
	0.52
	1.06
	698
	1083
	2337

	LynxSecure 3.0
	Linux 2.6.18
	64
	0.11
	0.23
	0.90
	1.43
	2.88
	0.23
	1.46
	432
	975
	2404


	Subject
	OS
	Bits 
	2p/0K CTXSW
	2p/16K CTXSW
	2p/64K CTXSW
	8p/16K CTXSW
	8p/64K CTXSW
	16p/16K CTXSW
	16p/64K CTXSW

	BlueCat 
	Linux 2.6.13
	32
	0.61
	1.04
	0.84
	1.38
	1.08
	1.33
	1.02

	LynxSecure 2.0
	Linux 2.6.9
	32
	1.69
	2.15
	2.00
	2.79
	2.37
	2.49
	2.37

	LynxSecure 3.0
	Linux 2.6.18
	64
	2.93
	3.56
	3.2
	4.12
	3.65
	3.87
	3.34


Table 3: File and memory latency results (microseconds)

	Subject
	OS
	Bits 
	File System
	0K Create
	File Delete
	10K Create
	File Delete
	Mmap Latency
	Prot  Fault
	Page Fault

	BlueCat 
	Linux 2.6.13
	32
	RAM Disk
	9.50
	6.96
	50.0
	21.2
	110
	0.41
	0.97

	LynxSecure 2.0
	Linux 2.6.9
	32
	RAM Disk
	1.00
	0.67
	1.27
	0.67
	189
	0.42
	3.44

	LynxSecure 3.0
	Linux 2.6.18
	64
	RAM Disk
	2.74
	1.79
	4.25
	1.92
	191
	0.44
	3.63


	Subject
	OS
	Bits 
	L1 Cashe 
	L2 Cashe 
	Main Memory
	Random Memory

	BlueCat 
	Linux 2.6.13
	32
	1.25
	5.87
	79.4
	89.8

	LynxSecure 2.0
	Linux 2.6.9
	32
	1.26
	5.92
	80.1
	91.1

	LynxSecure 3.0
	Linux 2.6.18
	64
	1.27
	5.95
	72.3
	87.0


Table 4: iPerf results (Mbits/sec)

	Kernel
	iPerf Nodes 
	Bandwidth 

	
	Client 
	Server 
	

	LynxSecure 3.0
	NVM 
	UVM 
	2090

	LynxSecure 3.0
	UVM 
	NVM 
	1090

	LynxSecure 3.0
	Dev 
	NVM 
	94.2

	LynxSecure 3.0
	NVM 
	Dev 
	94.1

	LynxSecure 3.0
	UVM 
	Dev 
	46.3

	LynxSecure 3.0
	Dev 
	UVM 
	46.3
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